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Abstract—The persistent memory (PM) allocators are essential
components in PM-oriented programs, which are responsible
for efficiently managing the persistent heap and dynamically
allocating or reclaiming PM objects. However, the existing PM
allocators suffer from severe performance degradation when
the size of allocated object increases, primarily due to high
lock overheads. They also have to repeatedly flush the same
cacheline when consecutively allocating small objects from the
same memory chunk, thus causing high persistence costs. More-
over, the offset-based persistent pointers that have been widely
used in the existing PM allocators are location-dependent, which
cannot support object migration and therefore cannot support
defragmentation. In order to address these challenges, we propose
HBalloc, an efficient PM allocator that leverages nonblock-
ing global allocations to eliminate high lock overheads and
employs batched persistence to avoid repeated cacheline flushes.
Moreover, we propose position-independent persistent pointers
(PIPs) to support object migration and lay the foundation for
defragmentation. HBalloc is implemented as a user-level library
that is independent of specific PM platforms. We evaluate the
performance of HBalloc on a real PM server. Extensive evaluation
results on multiple microbenchmarks and real-world applications
demonstrate that HBalloc significantly improves the performance
of both small and large object allocations, compared to the state-
of-the-art PM allocators.

Index Terms—Allocator, batched persistence, crash consis-
tency, nonblocking allocation, persistent memory (PM).

I. INTRODUCTION

BYTE-ADDRESSABLE persistent memory (PM) exhibits
the salient features of both low latency and high capacity

[5], [26], [40], [47]. Moreover, the PM can be memory-
mapped [9], [37] to the userspace as a persistent heap [10]
via direct access (DAX) mechanism [32], [42]. Applications
further obtain memory space from the persistent heap and
directly access PM via load and store instructions, without the
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intervention of operating systems [12], [42]. The PM allocators
are designed to efficiently manage the persistent heap and
dynamically allocate or reclaim memory space for applica-
tions. Specifically, when a user calls the memory allocation
function, the PM allocator locates a contiguous free memory
space of the required size, called an object, in the persistent
heap, and returns the persistent pointer of the object. Similarly,
when the user invokes the memory reclamation function, the
PM allocator reclaims the object. Hence, the PM allocators are
the essential components in PM-oriented programs [39], [56],
[57] that need to exploit the persistent heap. What is more, the
PM allocators have to guarantee the crash consistency of the
persistent heap metadata and persistently reference allocated
objects across runs due to the persistence property of PM [53].
Despite the improvements over years, the performance of PM
allocators has hit a bottleneck [4], [15], [44], [49], primarily
due to the following three challenges.

1) Size Sensitivity: The existing PM allocators exhibit
unstable performance influenced by allocation sizes.
They tend to deliver much higher throughputs when
the allocation size is small. However, when the alloca-
tion size increases, the throughputs would dramatically
decrease by orders of magnitude, due to the high lock
overheads in global allocations.

2) High Persistence Tax: The existing PM allocators
suffer from high persistence tax on ensuring the
crash consistency, since PM allocators frequently per-
form write-ahead log (WAL) and cache-line-write-back
(CLWB) operations. Moreover, the same metadata entry
would be repeatedly logged and persisted when consec-
utive small allocations obtain neighboring objects from
the same memory chunk.

3) Location-Dependent Persistent Pointers: The existing
PM allocators typically employ offset-based persistent
pointers, which are location-dependent and cannot sup-
port object migration, since the offset of an object would
change when the object moves from one location to
another. This limits the performance of defragmentation
in PM allocators.

To address these challenges, we analyze the essential rea-
sons and propose HBalloc, an efficient PM allocator that
solves these problems simultaneously. HBalloc employs a
nonblocking global allocation mechanism, which distributes
multiple working threads to different memory regions and
executes global allocations in parallel, significantly reducing
the overhead of concurrence control in global allocations.
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HBalloc batches multiple consecutive allocations from the
same memory chunk and persists the chunk metadata only
once by generating a volatile copy of the chunk metadata in
DRAM. The batched persistence design significantly reduces
the costs of WALs and CLWBs and effectively avoids repeated
cacheline flushes, while also ensuring the crash consistency.
Moreover, we propose position-independent persistent pointers
(PIPs) to support object migration and lay the foundation for
memory defragmentation.

HBalloc is implemented as a user-level library that is
independent of specific PM platforms since we never use
any third-party library. HBalloc memory-maps the persistent
heap without kernel page cache via DAX mechanism [27],
[32], [42]. Hence, it can work on top of DAX-enabled file
systems (e.g., EXT4-DAX). We evaluate HBalloc on a real PM
server equipped with Intel Optane DC PMMs [13]. Extensive
evaluation results demonstrate that HBalloc improves the
throughputs of small and large allocations by up to 20×
and 160×, respectively, compared with the state-of-the-art PM
allocators. We also conducted experiments on a DRAM-SSD
platform to examine other forms of nonvolatile memory
(NVM). Moreover, we seamlessly integrated HBalloc into the
FPTree [36], a real-world application. HBalloc significantly
improves the performance of fourth-order and 1024th-order
FPTree by up to 20% and 50%, respectively.

In summary, this article makes the following contributions.
1) To address the size sensitivity challenge, we present the

size-sensitive problem of existing PM allocators and
propose a nonblocking PM allocator called HBalloc,
which is not so sensitive to the allocation size.

2) To address the high persistence tax caused by frequent
WAL logging and cache-line write-backs, we propose
batched persistence mechanism to eliminate repeated
cacheline flushes and reduce the persistence tax, while
also ensuring the crash consistency of persistent heap.

3) To address the location-dependent persistent pointers
challenge, we propose position-independent persistent
pointers to support object migrations in the persistent
heap and therefore lay the foundation for memory
defragmentation.

4) We evaluate HBalloc on a real PM platform to show
significant performance improvements upon the state-
of-the-art PM allocators in both benchmarks and real
applications. We release the open-source codes of HBal-
loc for public use https://github.com/HUSTyjhu/HBalloc

II. BACKGROUND

A. PM and DAX
Byte-addressable PM coalesces the low latency of DRAM

and the large capacity of hard disk, while also retaining
data after power-offs. The PM is widely used for building
high-performance file systems [24], [50], index structures [8],
[60], transactional memory [22], [38], and in-memory database
systems [14], [34]. Even though the commercial PM product,
Intel Optane DC PMM [13], [52], has been discontinued [11],
academic researches on PM are still ongoing [6], [23], i.e.,
the emerging CXL-based memory that can approximate PM
by providing DRAM with flash-based durability [25], [41],
[58]. HBalloc is designed on top of widely adopted sys-
tem abstractions in PM, including byte-addressable load/store

access, persistence ordering primitives, such as CLWB and
SFENCE [42], and memory-mapped persistent regions enabled
by DAX [27], [32], [42]. These abstractions are sup-
ported across NVDIMM-based systems [42] and emerging
CXL-attached memory [41], [58], without requiring device-
specific mechanisms.

There are two approaches to access PM. Applications can
utilize POSIX I/O operations [e.g., open()/close() and
read()/write()] to access PM, such as accessing tra-
ditional hard disks. This approach conceals the underlying
details of PM and ensures compatibility with legacy programs,
simply treating the PM as a faster disk. On the other hand, with
the advent of DAX mechanism [27], [32], [42], applications
can exploit PM more radically by memory-mapping [9], [37]
the PM to the userspace as a persistent heap [10], [31] without
kernel page cache [12], [42]. Applications can further directly
access the persistent heap via load and store instructions in
the user mode, eliminating the overhead of trapping into the
OS kernel and going through the I/O stack. DAX mechanism
improves PM read and write performance by up to 56% and
81%, respectively [49].

B. Persistent Heap Management

Both DRAM and PM heap allocators typically employ
some widely used techniques and terminologies, such as size
class, chunk, block, and tcache. In HBalloc, size class deter-
mines allocation categories, block is the allocation unit visible
to applications, tcache provides thread-local fast allocation,
and chunk is the intermediate resource containers connecting
thread-local allocation and the global heap. The PM alloca-
tors further have to include crash consistency and persistent
pointer.

Size Class: To normalize the allocation and simplify the
heap management, heap allocators usually predefine a set
of standard sizes (e.g., {64, 128, 192, 256, . . . , 8192} bytes),
known as size classes [30], [48]. If the size of an allocation
request does not match any size class, the allocator aligns
it up to the nearest size class. Small allocations refer to the
allocation requests not exceeding the maximum size class,
while large allocations refer to ones surpassing the maximum
size class. The specific size boundaries vary among allocators,
depending on their internal size class definitions.

Chunks and Blocks: Modern allocators follow the
two-level memory management strategy, i.e., the heap
is logically divided into some equal-sized chunks (or
superblocks). A chunk can be further divided into some
smaller equal-sized blocks according to its size class. Chunks
are the basic units of global allocations, whereas blocks are
the objects finally allocated and returned to the user. In terms
of allocation requests that are larger than the size of a chunk,
the allocator allocates and directly returns some contiguous
chunks.

Tcache: Modern allocators typically set up a thread-local
memory cache (i.e., tcache) for each working thread. Each
tcache contains some free chunks or blocks that are allocated
from the global heap and private to the owner thread of
this tcache, which means that other threads cannot allocate
memory from this tcache. Each thread has its own tcache
and allocates memory from its own tcache without being
interrupted by other threads. Thus, a lock is not necessary
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when performing local allocations from the tcache. When the
tcache is exhausted, the thread allocates some free memory
space from the global heap to replenish it. Since most of
the small allocation requests can be served with the tcache,
the concurrence control overhead is significantly reduced.
However, large allocations bypass the tcache and directly
allocate contiguous free chunks from the heap.

Crash Consistency: Compared to DRAM allocators, PM
allocators have to address an additional challenge, i.e., guar-
anteeing the crash consistency of metadata. Some metadata
entries that need to be updated atomically may be partially
flushed back to PM from the volatile CPU cache before a
power failure, and the remaining part that has not been flushed
back to PM will be lost. This leads to some problems, such
as runtime error, memory leak, and deadlock. What is worse,
these problems cannot be addressed by restarting the system
due to the persistence property of PM. In other words, the
corruption of metadata is irreversible. To guarantee the crash
consistency of metadata, PM allocators typically employ write-
ahead-logs (WALs) and explicitly flush cachelines back to PM
via CLWB instructions. Besides, memory barrier instructions
(e.g., SFENCE) are used to ensure the log is persisted before
the metadata.

Persistent Pointer: Due to the persistence of PM, the allo-
cated objects in the persistent heap need to be referenced
across runs. However, the persistent heap may be mapped to
different virtual addresses in different runs. Hence, the virtual
addresses of allocated objects will also change. To reference
PM objects across runs, the existing PM allocators typically
employ offset-based persistent pointers that hold the offsets of
objects relative to the start of the persistent heap, based on the
insight that the offset of an object relative to the start of the
persistent heap keeps constant even if the persistent heap is
remapped to different addresses, as long as the object is not
moved.

III. MOTIVATION

In this article, we conduct experiments on a real PM plat-
form to demonstrate the aforementioned challenges, including
the size sensitivity problem, the high persistence tax, and the
location-dependent persistent pointer. We evaluate multiple
state-of-the-art PM allocators, including PMDK [12], [42],
nvm malloc [44], NVAlloc-log [15], and PMA [49], by using
some widely used benchmarks, such as threadtest [2], shbench
[33], larson [28], and prod-con [43].

A. Size Sensitivity
We use the existing PM allocators [12], [15], [42], [44],

[49] to allocate and reclaim 106 objects of the same size with
128 working threads, repeating the process for 103 iterations.
Fig. 1 illustrates the throughputs for various allocation sizes.
When the allocation sizes increase from 1 B to 64 kB, the
throughputs of PMDK, nvm malloc, NVAlloc-log, and PMA
significantly decrease by factors of 1626×, 7073×, 48×, and
14 524×, respectively. More interestingly, the performance
degradations are not linear but exhibit sharp declines at certain
specific sizes. For instance, the throughput of nvm malloc
decreases by a factor of 200 when the allocation size increases
from 1 to 2 kB, and the throughput of PMA decreases
by a factor of 247 when the allocation size increases from

Fig. 1. Throughputs of the existing PM allocators for various allocation sizes.

8 KB to 16 KB. We further utilize the threadtest [2], shbench
[33], larson [28], and prod-con [43] benchmarks to evaluate
these allocators. For each benchmark, we conduct tests for
small sizes (8–256 B), medium sizes (256 B–8 kB), and large
sizes (>8 kB). Fig. 2 shows the throughputs of the existing
allocators across various benchmarks and size ranges. It is
evident that the throughputs for large sizes are significantly
lower than those for small sizes across all allocators and
benchmarks. The performance gaps can be as substantial as
1992×, 142×, 2752×, and 15 303× for PMDK, nvm malloc,
NVAlloc-log, and PMA, respectively.

B. High-Persistence Tax
The existing PM allocators typically utilize WAL to guar-

antee the crash consistency of metadata. In addition, the PM
allocators employ CLWB and memory-fence instructions [42]
to ensure that they flush the log entry to PM before the
corresponding metadata entry. However, the use of WALs and
CLWB instructions introduces additional PM writes, leading
to suboptimal runtime performance. This problem becomes
especially exacerbated in the case of small allocations.

We evaluate the existing PM allocators using multiple
benchmarks with various allocation sizes, and the results are
depicted in Fig. 3. The experimental results demonstrate that
the WAL overheads account for up to 84%, 61%, and 63%
for nvm malloc, NVAlloc-log, and PMA, respectively. The
significant overheads primarily stem from repeated cacheline
flushes. Due to the prevalent use of the two-level memory
management strategy (Section II-B), consecutive small alloca-
tions with the same size typically obtain blocks from the same
memory chunk. Consequently, the allocator repeatedly logs
and modifies the chunk header, which contains the metadata
(e.g., a bitmap) of the chunk. Each time a small block is
allocated from the chunk, the allocator repeatedly flushes the
same chunk header and the corresponding log entry from
the volatile CPU cache back to PM. According to previous
conclusions [7], [15], the latency of a cacheline reflush is 7.5×
higher than that of a normal cacheline flush. As a result, the
repeated logging and cacheline reflushes introduce substantial
overheads in consecutive small allocations.

C. Location-Dependent Persistent Pointer
Due to the address space layout randomization (ASLR)

mechanism [45], the system may map the persistent heap to
different virtual addresses across runs, resulting in changes to
the addresses of allocated objects. Consequently, the appli-
cations cannot use traditional volatile pointers holding virtual
addresses to reference persistent objects. To address this prob-
lem, the existing PM allocators employ offset-based persistent
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Fig. 2. Throughputs of the existing PM allocators for various benchmarks.

Fig. 3. Log overhead ratios of the existing PM allocators for various benchmarks.

pointers [44], [49] to reference allocated objects across runs,
based on the insight that the offset of an object relative to the
start of the persistent heap keeps constant even if the persistent
heap is remapped. A persistent pointer holds the offset of an
object and can be easily dereferenced by adding current base
address of the persistent heap. However, the use of offset-
based persistent pointers implies that all allocated objects in
the persistent heap can never be moved, since the movement
of an object leads to the change of its offset. This restriction
limits the practical use of PM. Hence, it is important to propose
a new type of persistent pointers to support object migrations.

IV. DESIGN OF HBALLOC

A. Overview
Fig. 4 depicts the high-level architecture of HBalloc. Dif-

ferent from the existing schemes, HBalloc does not directly
manage the persistent heap as a whole. In our design, HBalloc
logically partitions the persistent heap into several independent
regions, each of which is self-contained. HBalloc manages
each region separately. This approach not only simplifies the
global memory management but also lays the groundwork
for nonblocking global allocation. HBalloc predefines some
standard size classes ranging from 64 B to 8 kB, determined
by a suitable series, which keeps the internal fragmentation
ratio below 20% [30]. Allocation requests under 8 kB fall into
the category of small allocations and benefit from the tcache,
while allocation requests larger than 8 kB are considered as
large allocations and trigger global allocations from the global
persistent heap, bypassing the tcache. HBalloc triggers a global
allocation when a tcache becomes exhausted. To handle the
scenario where multiple working threads simultaneously per-
form global allocations, HBalloc utilizes hashing to distribute

Fig. 4. Overview of HBalloc.

working threads to different regions of the persistent heap,
facilitating parallel execution of global allocations.

B. Nonblocking Global Allocation

HBalloc utilizes tcache to mitigate contentions among mul-
tiple working threads. Small allocations not surpassing the
predefined size classes are served by the tcache. The working
thread can directly acquire a free memory block from its tcache
without being blocked by other threads, since the tcache is
private to this thread and inaccessible by others. However,
when the tcache is exhausted or the allocation size exceeds
the maximum size class, the global allocation will be triggered
to allocate some free chunks from the global persistent heap.
HBalloc uses these chunks either to replenish an exhausted
tcache or directly fulfill the large allocation request.

Global allocations incur the potential of contentions among
multiple threads, which is typically addressed by employing
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Fig. 5. Key data structure and workflow of the batched persistence mecha-
nism.

mutex locks. However, the use of mutex locks leads to the
blocking of working threads and frequent switches between
the user and kernel modes, significantly impacting the perfor-
mance of applications. Consequently, we choose to abandon
the mutex locks and propose a nonblocking global allocation
scheme. As shown in Fig. 4, global allocations will bypass the
tcache layer but go through a hashing layer. The hashing layer
distributes multiple working threads to different regions of the
global persistent heap according to their thread IDs, allowing
to perform the global allocations in parallel. Hence, HBalloc
partitions the whole persistent heap into multiple independent
regions. It is worth noting that the number of regions needs to
be carefully determined. Specifically, if the number of regions
is too small, the probability of hash collisions would increase
dramatically. On the other hand, if the number of regions is too
large, the persistent heap will be fragmented. Thus, we have
to make a tradeoff between the hash collision and the memory
fragmentation. We will evaluate the impact of the region size
on the performance of HBalloc in Section VI-B3.

To entirely avoid mutex locks, we utilize the compare-and-
swap (CAS) instruction, which is an atomic instruction to
achieve nonblocking concurrence control in the user mode
[30]. In our design, we assign a flag to each region and utilize
the CAS instruction to check and modify the flag atomically.
When a working thread invokes the global allocation proce-
dure, it calculates a hash value based on its TID. The hash
value indicates the index of the region that this thread is
assigned to. However, due to the hash collisions, the hashing
layer may distribute multiple threads to the same region.
Hence, the thread checks whether another thread already
occupies the region via the CAS instruction. If the CAS
instruction returns false, it means that this region has been
already occupied by other thread. The thread then turns to
check other regions by recalculating the hash value. When the
CAS instruction returns true, it allocates a free chunk from
this region and frees this region by resetting the flag after the
allocation.

C. Batched Persistence
To mitigate the overhead of frequent write-ahead-logs

(WALs) and eliminate repeated cacheline flushes that intro-
duce high latency on the critical path, we propose the batched
persistence mechanism in HBalloc. As shown in Fig. 5,
HBalloc assigns a volatile header (vheader) in DRAM to each
chunk header, which stores the core metadata of a chunk.
HBalloc creates a vheader and references it through a pointer
in the chunk header, once the chunk is allocated from the
persistent heap. The vheader contains a copy of metadata in the

corresponding chunk header (¬) and an update counter. Each
time a block is allocated/reclaimed from/to a chunk, HBalloc
does not directly update the metadata in the corresponding
chunk header in PM. Instead, HBalloc updates the copy of
the metadata in the corresponding vheader in DRAM and
increases the update counter by one (­). When the update
counter reaches the batch size (®), HBalloc first writes an
undo log entry to the log region in PM (¯) and then flushes the
metadata to the chunk header in PM (°), making the updates
persistent. But if the system crashes before the periodic
metadata synchronization, HBalloc rolls back all allocation
and deallocation operations after last synchronization point.

We call an object “activated” once HBalloc persists its
allocation operation. To avoid the corner case that an acti-
vated object references an unactivated object, we provide
HBalloc_activate() for the user to explicitly activate
an allocated object. This function flushes the vheader of
the given object to PM immediately to activate this object,
prior to the periodic synchronizations determined by the batch
size. Through this function, the user can make sure that
certain object is activated before it is referenced by another.
Section V-A shows an example of how to use this function to
guarantee the consistency of a program.

Batched persistence shares the same methodology to even-
tual consistency models [18], [20] by updating the consistent
state lazily. It jumps from one consistent state to another
periodically, avoiding falling into any inconsistent state. The
batch size determines the frequency of synchronization and
the runtime performance. In the corner case, when the batch
size is set to 1, HBalloc reverts to a normal PM allocator
using direct persistence. Conversely, when the batch size is
set to +∞, HBalloc reverts to a DRAM allocator without
persistence. Batched persistence mechanism redirects the PM
writes to DRAM, which not only eliminates latency increases
caused by repeated PM flushes but also avoids the read-write
interference [1] in PM.

D. Position-Independent Persistent Pointer

To break the limitation of offset-based persistent pointers
and support object migration, we propose PIPs. A PIP is a 64-
bit integer consisting of a 32-bit timestamp (in seconds) and
a 32-bit object counter. Once an object is allocated, HBalloc
increases the object counter by one via the CAS instruction.
HBalloc maintains a hash table to store the mappings between
PIPs and virtual addresses of corresponding objects. After
allocating an object and assigning it a PIP, HBalloc inserts the
<PIP,address> pair into the hash table. To dereference a
PIP, HBalloc looks up the hash table and returns its current
virtual address. If an object moves from one position to
another, HBalloc will immediately update the virtual address
in the hash table. Once the system remaps the persistent heap,
HBalloc updates all virtual addresses in the hash table by
subtracting the base address of last mapping and adding that
of current mapping. HBalloc guarantees the consistency of this
hash table by version numbers and undo logs.

Defragmentation requires merging fragmented memory
blocks, which often involves relocating objects that may be
referenced. For example, in a persistent hash table, deletions
can leave gaps between live objects. By using offset-based
pointers (OPs), such compaction becomes infeasible—moving
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an object X invalidates all existing pointers to it. This limita-
tion arises because offsets are location-dependent, and there is
no global mechanism to identify and update all references to X
after it moves. Unlike the existing designs, HBalloc leverages
PIPs to enable safe object relocation. When object X is moved,
only its virtual address in the central PIP table needs to be
updated. Since all references to X go through this PIP table,
no other pointers require modification.

A PIP is used only as a persistent reference to an allocated
object. HBalloc records the mapping between the PIP and the
corresponding virtual address in the persistent PIP-to-VA table.
Before an object is accessed, the application translates the PIP
into a transient virtual address through this table. Applications
perform subsequent memory accesses and pointer arithmetic
on the translated virtual address, rather than on the PIP value
itself. Therefore, HBalloc does not require redefining pointer
arithmetic on persistent references.

E. NUMA-Aware Allocation and Deallocation

Modern persistent-memory platforms expose multiple
NUMA domains, where each CPU socket has lower latency
access to its local persistent-memory device and higher latency
access to remote devices [16]. The original HBalloc design
manages PM through a single heap space and shared allocator
metadata. Although this design is simple and easy-to-use, it
cannot distinguish whether an allocation request is served from
local or remote PM. As a result, when threads run on different
sockets, allocator metadata and persistent objects may be
frequently accessed across NUMA nodes, which significantly
reduce allocation throughput.

To address this problem, we design a NUMA-aware exten-
sion for HBalloc to favor NUMA-local allocation while pre-
serving its nonblocking design. The extension is built around
HBalloc’s persistent-pointer abstraction and region/chunk hier-
archy. Each NUMA node owns an independent persistent heap,
and the heap header includes each heap’s NUMA node iden-
tifier. Instead of exposing these heaps directly to applications,
HBalloc hides them behind its persistent-pointer routing layer.
A persistent pointer encodes the resident heap node and an
offset within that heap. Thus, HBalloc can translate the pointer
to the correct virtual address. This preserves HBalloc’s original
allocation interface while enabling local-first allocation and
remote fallback across all NUMA nodes.

NUMA-Aware Heap, Region, and Tcache: HBalloc manages
memory in regions and chunks. In the NUMA-aware exten-
sion, HBalloc divides the global region space into per-node
region pools. Each NUMA node owns an independent region
pool backed by its local persistent heap. A heap header records
the NUMA node to which the region belongs, and allocation
threads preferentially acquire regions from their local node.
Only when the local region pool cannot satisfy the request
does HBalloc fall back to regions from another NUMA node.

HBalloc uses thread-local caches to reduce synchronization
overhead during small allocations. However, a single global
tcache array may still cause remote metadata accesses when
threads from different sockets compete for allocator metadata
in the same persistent heap. To address this problem, we
partition the tcache space by NUMA nodes. Each heap main-
tains its own tcache area, and each tcache records the NUMA
node it belongs to. When a thread first enters the allocator,

HBalloc determines its local NUMA node and caches this
value in thread-local storage. The subsequent allocation and
deallocation operations reuse the cached local-node informa-
tion instead of invoking getcpu() on every allocator operation,
which introduces extra system-call overhead. After the local
node is determined, the thread searches for its tcache only in
the tcache array of that node. If no tcache has been assigned
to the thread, HBalloc occupies a free tcache entry from the
same node and binds it to the thread. When the tcache needs
to be refilled, HBalloc obtains chunks from the local node’s
region pool. Therefore, both the tcache metadata access and
the persistent object placement follow the same NUMA local
first policy.

NUMA-Aware Logging, Allocation, and Deallocation:
HBalloc uses undo logs to make allocator metadata updates
recoverable. In the NUMA-aware extension, we replace the
single global log with per-heap undo logs. Thus, each persis-
tent heap has its own log. A thread writes metadata updates to
the log of its local heap, where its tcache and region metadata
are normally located. This keeps logging local in the common
case and avoids contention on one shared persistent log.

For an allocation request, HBalloc first reads the thread’s
cached local node from thread-local storage. If this value has
not been initialized, HBalloc determines the NUMA node of
the CPU currently executing the thread and stores it as the
thread’s local node. The allocator then selects the local heap
of this node and looks up the thread’s tcache in the tcache area
of local heap. If the requested size class has available blocks
in the tcache, HBalloc returns one block directly. Otherwise,
HBalloc refills the tcache by acquiring chunks from a region.
During refill, HBalloc tries to occupy a free region from the
thread’s local heap. If no region in the local heap can be
occupied, HBalloc repeats the same occupation attempt on the
other nodes and uses the first successfully occupied remote
region to refill the tcache.

For deallocation, HBalloc uses the thread’s cached local
node to select its local heap, tcache, and undo log. The
allocator translates the persistent pointer to a virtual address
through HBalloc’s persistent-pointer translation layer. In the
offset-based pointer representation, the pointer contains the
resident heap node and an offset within that heap; in the PIP
configuration, the pointer is resolved through the PP-to-VA
table. After obtaining the virtual address, HBalloc identifies
whether the object belongs to one of the NUMA-aware heaps
by checking whether the address falls within any recorded
heap range. Small objects are returned through the tcache path,
while large objects are released through the large-allocation
path. Metadata updates are written to the undo log of the
thread’s local heap.

V. IMPLEMENTATION

We implement HBalloc as an easy-to-use user-level pro-
gramming library that is independent of specific PM platforms,
since we never use any third-party library except for the
standard mmap() system call [9], [37]. HBalloc is built on top
of the EXT4-DAX file system and can be easily transplanted
to other DAX-enabled systems.

A. Programming Model
HBalloc’s API is fully compatible with PMDK [42]

and other memory allocators. Programmers simply need to
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replace the initialization call with HBalloc_start(), allo-
cation with HBalloc_malloc(), and deallocation with
HBalloc_free(). Almost all allocators follow this stan-
dard interface pattern, except for Makalu [3], which uses a
two-phase allocation scheme. HBalloc provides eight functions
for developers to exploit the persistent heap. Develop-
ers initiate an HBalloc instance by HBalloc_start().
HBalloc opens the specified persistent heap file and maps
it to the virtual address space. Developers then use
HBalloc_malloc() or HBalloc_free() to allocate or
reclaim objects. Finally, developers use HBalloc_exit()
to safely exit the HBalloc instance. Besides, HBalloc provides
the HBalloc_activate() for users to explicitly activate
an object to prevent it from being rolled back upon a crash.
The HBalloc_activate() can also activate all allocated
objects at once if it gets an empty persistent pointer (NPP).
The HBalloc_persist() and HBalloc_barrier()
guarantee to persist a given region in the appropriate order,
similar to the CLWB and SFENCE instructions [42]. Finally,
the deref() is used to dereference a persistent pointer.

Fig. 6 shows an example of constructing a persistent linked
list using HBalloc. To use HBalloc library, we include the
header file “HBalloc.h” (Line 1). We start an HBalloc
instance by specifying the path and size of the persistent
heap file (Line 4). We allocate an object as the head node
and activate it (Lines 5–7). We dereference the persistent
pointer to the head node and set its linked pointer as empty
(Line 9). The head node is guaranteed to be persisted after
HBalloc_persist() and HBalloc_barrier() (Lines
10 and 11). Subsequently, we allocate ten new nodes and insert
them into the linked list one by one (Lines 12–23). Each
of the new node is activated and persisted to guarantee the
consistency of the linked list. Finally, we exit the HBalloc
instance safely with HBalloc_exit() (Line 24).

B. Memory Management

Excluding the heap header that stores the global meta-
data of the persistent heap, HBalloc logically partitions the
persistent heap into independent regions, each 256 MB in
size, to enable nonblocking global allocation. Our 256-MB
regions are significantly larger than typical allocation sizes
(99% of requests are ≤8 kB in benchmarks in Fig. 2). For
oversized requests (>256 MB), HBalloc falls back to mmap(),
thereby avoiding artificial fragmentation. HBalloc manages
each region independently in units of chunks. Each region
contains a header that stores the core metadata of this region
(e.g., the number of free chunks in this region and the address
of the first free chunk) and the remaining part is divided into
chunks, each of which is 16 kB in our implementation. Chunks
are the basic units of global allocation. Free chunks in a region
are linked into a list ordered by addresses. HBalloc returns
one or more chunks from the free chunk list when a global
allocation is assigned to this region. The free chunk list per
region ensures that contiguous allocations are possible.

Chunks in a tcache are linked into multiple lists for different
size classes. When a chunk is allocated from the global
persistent heap to replenish an exhausted tcache, it will be
added to the chunk list of the corresponding size class in the
tcache and divided into some small blocks. The size of each
small block is determined by the size class as well. Free or

Fig. 6. Example of HBalloc programming.

allocated blocks in a chunk are marked by a bitmap that is
stored in the chunk header. The chunk header also contains
the size class of this chunk, the link pointer to next chunk, the
number of free blocks and the index of the first free block in
this chunk, and the pointer to the vheader of this chunk. Each
chunk will be assigned a vheader in DRAM once the chunk is
allocated, to enable the batched persistence mechanism. The
vheader will be destroyed once the chunk is freed.

C. Allocation and Reclaim

Once the HBalloc_malloc() is invoked, HBalloc first
checks the given allocation size. If the size does not exceed
8 kB (the maximum size class in our implementation), it will
be aligned up to the nearest standard size class. HBalloc then
searches for free blocks in the corresponding size class in its
tcache. If the tcache is exhausted and no free block is found,
HBalloc will allocate a chunk from the global persistent heap
to replenish the tcache. Finally, HBalloc allocates and returns
a free block from the tcache. For allocations larger than 8 kB,
HBalloc aligns the allocation size up to the multiple of 16 kB
(the size of each chunk) and directly allocates some contiguous
free chunks from the global persistent heap. For example, an
allocation request of 40 kB will obtain free space consisting
of three contiguous chunks, the size of which is 48 kB. If
the allocation size is even larger than 256 MB (the size of
each region), HBalloc directly memory-maps new space by
invoking the mmap() system call.

The reclaiming process corresponds to the allocation pro-
cess one by one. If the size of the reclaimed object is no larger
than 8 kB, the object will be returned to the corresponding size
class in the tcache. Otherwise, it will be directly returned to the
global persistent heap (for objects no larger than 256 MB) or
to the operating system (for objects larger than 256 MB). Free
chunks in a tcache are finally returned to the global persistent
heap when the corresponding thread exits or the number of
free chunks exceeds the tcache size, which is defined as the
maximum number of free chunks that a tcache can hold.
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D. Crash Consistency and Recovery

HBalloc employs batched persistence mechanism to reduce
the high overheads of repeated cacheline flushes, without
sacrificing the crash consistency. Once a chunk is allocated,
HBalloc creates a vheader in DRAM and copies the chunk
header to the vheader. Subsequent allocations from this
chunk only modify the vheader in DRAM, which would
be completely lost after a crash, while the chunk header
in PM still keeps the consistent state. The vheader will be
flushed back to PM to synchronize the updates when the
update counter reaches the batch size or the user invokes
HBalloc_activate(). Write-ahead logs (WALs) guaran-
tee “all or nothing” synchronization. Upon a synchronization,
HBalloc first writes the vheader to a dedicated log file and
persists it. HBalloc then marks the transaction as RUNNING
and starts to synchronize the vheader to the corresponding
chunk header. After finishing the synchronization and per-
sisting the chunk header, HBalloc marks the transaction as
COMMITTED, which means the synchronization process is
completed. However, if a crash occurs before the synchro-
nization is completed, the system may persist only part of the
chunk header, leading to inconsistent state of metadata. After
reboot, HBalloc will scan the log file and find out uncommitted
transactions remaining at the RUNNING state. HBalloc further
restores the heap metadata by rolling back these uncommit-
ted transactions, ensuring the consistency of metadata. The
function HBalloc_activate() enables users to explicitly
activate an object by flushing the corresponding vheader of the
given object to PM. This process is also atomic with WALs.

Except for updating the chunk header, allocating chunks
from global persistent heap also needs to utilize WAL to
guarantee the crash consistency. Since global allocations need
to allocate a chunk from the global free chunk list and insert
it into the appropriate chunk list in a tcache, multiple link
pointers would be modified. If a crash occurs before all the
link pointers are modified and persisted, the crash may corrupt
the chunk list, resulting in permanent memory leak. To avoid
this problem, HBalloc coalesces these pointers together into
a log entry, which will be written to the log file before the
actual modification of pointers. Hence, HBalloc could restore
these link pointers based on the undo log, avoiding dangling
pointers and memory leak.

Recovery Procedure and Guarantees: Upon restart, HBalloc
maps the persistent heap and the undo-log file before serv-
ing new allocation requests. Each thread owns a log slot.
Before HBalloc modifies allocator metadata, it records the
old metadata values in this log slot, so that recovery can
rollback an interrupted update. HBalloc scans the log slots
whose state is LOG_RUNNING. For each such slot, it rolls back
the interrupted metadata update by copying the logged old
values back to the corresponding persistent metadata locations.
For a vheader synchronization, HBalloc restores the persistent
chunk-header fields from the undo log. For chunk-list updates,
HBalloc restores the affected chunk-list metadata, including
the modified chunk header and neighboring list pointers.

After unfinished updates are rolled back, HBalloc updates
persistent virtual-address references according to the heap
mapping address of the current execution. In particular, it
adjusts the link pointers stored in region chunk lists and
tcache chunk lists and resets thread ownership fields in tcaches.

Therefore, after recovery, allocator metadata is returned to a
state prior to the interrupted metadata transaction.

VI. PERFORMANCE EVALUATION

A. Experimental Configurations
Platform: We evaluate HBalloc on a Linux server (Ubuntu

18.04) equipped with 6 × 128-GB Intel Optane DC PMM
100 Series and 12 × 16-GB DDR4 DRAM. There are two
CPU sockets in the server and each socket is equipped with a
26-core Intel Xeon Gold 6230R at 2.10 GHz. We connect the
Optane DC PMMs to the same CPU socket and configure them
in the interleaved and App Direct Modes [42].

Benchmarks: We utilize four well-recognized and widely
used benchmarks for extensive evaluation. Threadtest [2] is
a basic benchmark for multithreading performance, which
allocates and reclaims a large number of objects concurrently.
Shbench [33] is a stress test for allocators, which allocates
objects of random sizes. Larson [28] simulates a scenario in
which some of the objects allocated by one thread are left to
be reclaimed by another. Prod-con [43] is a classic producer-
consumer pattern where objects are allocated by producers and
reclaimed by consumers concurrently.

Configurations: In our evaluation, the region size of HBalloc
is set as 256MB and the tcache size is set as 8 bytes by
default. In small allocation tests, we evaluate HBalloc with
both batchsize = 1 (HBalloc-1) and batchsize = 8 (HBalloc-
8) to demonstrate the improvements brought by the batched
persistence mechanism. Large allocations are not affected by
the batch size, so all experiments use batchsize = 8 by default,
except where noted (e.g., HBalloc-1 in Figs. 7–9). This default
batch size is empirically optimal, as shown in Fig. 10(b).
Moreover, all experiments leverage PIP pointers by default,
since PIP is the default configuration in HBalloc and a key
innovation enabling object migration, unless explicitly stated
(e.g., Fig. 10, which compares PIP and OP).

We compare HBalloc with the state-of-the-art log-based
PM allocators, including libpmemobj of PMDK [12], [42],
nvm malloc [44], NVAlloc-log [15], and PMA [49]. Other
garbage collection (GC)-based allocators, such as Makalu [3]
and Ralloc [4], are not included to facilitate fair comparison,
since their designs rely on offline GC instead of write-ahead-
logs (WALs). These allocators perform whole-heap traversal to
reclaim memory, which introduces different types of overheads
and performance tradeoffs, making direct comparison with
WAL-based systems inappropriate.

B. Results and Analysis
1) Throughputs of Microbenchmarks: Fig. 7 shows the

throughputs of the four benchmarks with small allocation
sizes across different PM allocators. HBalloc outperforms its
competitors in all four benchmarks. Specifically, HBalloc-8
achieves up to 435×, 42×, 445×, and 23× higher throughputs
compared with PMDK, nvm malloc, NVAlloc-log, and PMA,
respectively. HBalloc achieves these improvements mainly
because our batched persistence design, which significantly
reduces the number of CLWB instructions. Nearly 87.5% of
PM writes are eliminated when we set the batch size to 8,
which brings up to 7.8× speedup compared with HBalloc-
1. In large-size allocation, HBalloc also outperforms other
allocators and achieves better scalability. As shown in Fig. 8,
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Fig. 7. Throughputs (log10 scaled) of small allocations across different PM allocators. (a) Threadtest. (b) Shbench. (c) Larson. (d) Prod-con.

Fig. 8. Throughputs (log10 scaled) of large allocations across different PM allocators. (a) Threadtest. (b) Shbench. (c) Larson. (d) Prod-con.

Fig. 9. Throughputs (log10 scaled) of various allocation sizes across different
PM allocators.

HBalloc achieves up to 151×, 40×, 15×, and 160× higher
throughputs compared with PMDK, nvm malloc, NVAlloc-
log, and PMA, respectively. Benefiting from our nonblocking
design, HBalloc significantly reduces the overhead of con-
currence control in global allocations. In contrast, other
lock-based allocators suffer from high contentions in global
allocations, and their throughputs even decrease when the
number of working threads increases.

In addition to the four benchmarks, we further evaluate
the performance of HBalloc for various allocation sizes. As
shown in Fig. 9, when the allocation size increases from
1 B to 128 kB, the throughputs of PMDK, nvm malloc,
NVAlloc-log, and PMA drop by 103×, 8361×, 207×, and
16 944×, respectively, whereas the throughput of HBalloc only
drops by 13×. The performance degradation of PM allocators
typically occurs due to lower tcache hit ratios, especially when
the allocation size surpasses the maximum size class. Large
allocations are hence directly allocated from global persistent
heap, causing high overheads of concurrence control. Our
nonblocking global allocation design effectively addresses
this problem and mitigates the performance degradation of
HBalloc. When the allocation size surpasses the maximum
size class, the performance degradation of HBalloc is 8×,
103×, 14×, and 240× slower than PMDK, nvm malloc,
NVAlloc-log, and PMA, respectively, exhibiting much better
performance stability.

2) Recovery Time of Different Allocators: To evaluate the
recovering efficiency of HBalloc, we initiate an HBalloc
instance to allocate 108 64 B objects with 128 working
threads and kill the process suddenly before it finishes the
job and normally exits. This triggers the recovery routine
upon restart since the HBalloc instance does not invoke
the HBalloc_exit(). As a result, HBalloc successfully
recovers 128 uncommitted transactions and rolls back 1024
unactivated objects within 29 ms. Nvm malloc, NVAlloc-log,
and PMA finish the same recovery process within 34, 42, and
27 ms, respectively.

3) Throughputs Under Different Parameters: To investigate
the effects of different parameters on the performance of
HBalloc, we run threadtest and shbench with 128 working
threads under various region sizes, batch sizes, and tcache
sizes.

Fig. 10(a) shows that the throughputs first increase and then
decrease, when the region size grows from 1 MB to 8 GB.
This behavior is attributed to the interplay among region sizes,
rehashings, and hash collisions. When the region size is too
small, regions are quickly exhausted, thus leading to frequent
rehashings, which distribute working threads to new regions
but introduce substantial time overhead and thus reduce the
overall performance. On the contrary, when the region size
is too large, the reduced number of regions increases the
probability of hash collisions, hence negatively impacting the
overall performance. The optimal balance point is observed at
256 MB, where the throughput peaks due to the minimized
impact from both rehashings and hash collisions.

Fig. 10(b) illustrates the throughput changing trend with
increasing batch sizes. We observe that the larger batch size
results in higher throughput, due to fewer PM writes. However,
the growth rate of throughput is initially rapid, but then
slows down, and ultimately stabilizes toward an upper limit.
Therefore, larger batch size is not always better, since it will
compromise the persistence of the allocator. Based on the
results in Fig. 10(b), 32 is deemed an appropriate value for
the batch size.

We investigate the performance of HBalloc by examining
various tcache sizes, as shown in Fig. 10(c). The tcache size is
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Fig. 10. Throughputs of HBalloc under different region sizes, batch sizes, and tcache sizes. (a) Throughputs of various region sizes. (b) Throughputs of
various batch sizes. (c) Throughputs of various tcache sizes.

Fig. 11. Persistent pointer dereference overheads.

defined as the maximum number of free chunks that a tcache
can hold. If the number of free chunks in a tcache exceeds the
tcache size, these free chunks will be returned to the global
persistent heap. Therefore, when the tcache size is small, the
tcache will be frequently flushed and filled, thus leading to
frequent global allocations, and the throughput becomes low.
With the growth of the tcache size, the throughput gradually
increases due to higher tcache hitting rate, but it ultimately
stabilizes toward an upper limit. Based on the experimental
results in Fig. 10(c), we set the tcache size to 8 as the default.

4) Time Costs of Dereferencing Persistent Pointers:
We evaluate the time overheads of our proposed PIP and
traditional offset-based persistent pointer (OP) by running
threadtest-64B, threadtest-128kB, shbench-large, larson-large,
and prod-con-large. Fig. 11 shows the percentage of time dedi-
cated to memory allocation and pointer translation for PIP and
OP. PIP accounts for 80%, 29%, 34%, 16%, and 21% of the
execution time in threadtest-64B, threadtest-128kB, shbench-
large, larson-large, and prod-con-large, respectively, whereas
OP accounts for 10%, 5%, 7%, 2%, and 4%, respectively. The
PIP produces higher time overheads compared with OP and
even dominates the execution time in threadtest-64B, since
we have to maintain a map of PIPs and virtual addresses.
Threadtest-64B frequently allocates and frees many small
objects, leading to frequent insertion and deletion of the map,
thus dominating the execution time. Therefore, we provide
developers with a flexible choice of pointers in HBalloc. Based
on their demands, developers can choose to use PIP, OP,
or virtual address by changing macro definition in HBalloc.
If the allocated objects do not need to be moved, OP is
recommended. Otherwise, PIP is the only choice. Moreover,
developers can also choose to simply use virtual address, if
the persistent heap is guaranteed to be mapped to the same
address or does not need to be remapped at all. We leave the
optimization of PIP as our future work.

Fig. 12. Throughputs of FPTree with different PM allocators. (a) FPTree-4.
(b) FPTree-1024.

Fig. 13. Throughputs of persistent data structures with different PM allocators.

C. Analysis of NUMA Effects

We evaluate the NUMA effects of persistentmemory allo-
cators on a dual-socket machine, and each socket is equipped
with 2×128 PMEM devices. The evaluated allocators include
NVAlloc [15], PMAlloc [16], the original HBalloc, and
the NUMA-aware HBalloc. To expose NUMA effects, our
experiments explicitly distribute threads across both sockets.
Specifically, even-numbered threads are assigned to socket 0
and odd-numbered threads are assigned to socket 1. Fig. 14
shows the throughputs of NVAlloc, PMAlloc, HBalloc, and
NUMA-aware HBalloc. For Threadtest, Shbench and Larson,
NUMA-aware HBalloc achieves high performance by up to
1.5× over the native HBalloc and more than 11×over PMAl-
loc. These workloads frequently access allocator metadata,
tcaches, and persistent heap structures. By assigning each
thread to its local NUMA heap and localizing metadata
and log accesses, NUMA-aware HBalloc reduces remote
heap accesses. For Prod-con, since allocators always allocate
local memory blocks, NUMA-aware HBalloc achieves similar
throughput to HBalloc. Moreover, HBalloc achieves the per-
formance by up to 17.1×over PMAlloc at 128 threads, since
allocator already benefits significantly from HBalloc’s non-
blocking design. Nevertheless, NUMA-aware HBalloc still
provides gains for Threadtest, Shbench and Larson, confirming
that local-first heap space, allocator metadata, and persis-
tence logs improve performance by reducing remote NUMA
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Fig. 14. Throughputs on the dual-socket configuration with NUMA effects. (a) Threadtest. (b) Shbench. (c) Larson. (d) Prod-con.

Fig. 15. Throughputs on a single socket configuration. (a) Threadtest. (b) Shbench. (c) Larson. (d) Prod-con.

accesses. To isolate HBalloc’s gains from NUMA effects,
we additionally evaluate all allocators under a single-socket
configuration, where all benchmark threads are pinned to
socket 0. As shown in [15], HBalloc outperforms PMDK,
nvm-malloc, NVAlloc-LOG and PMA across all workloads
and thread counts, achieving up to 319×, 24.8×, 60.4×, 18.4×
higher throughputs, respectively. Since all threads run on the
same socket, the observed performance advantage stems from
HBalloc’s non-blocking allocation mechanism, lightweight
tcache-based fast path and batched persistence design, which
reduce synchronization overhead and metadata contention.

D. Real-World Applications

We integrated HBalloc into the FPTree [36], a real-world
key-value store application. It is a persistent B+tree with inner
nodes in DRAM and leaf nodes in PM. In order to evaluate the
performance of FPTree with different PM allocation schemes,
we replace the default PM allocation module in FPTree with
our HBalloc and other state-of-the-art PM allocators. We
evaluate the performance of FPTree with insert, delete and
mixed workloads (50% insert and 5% delete). We evaluate
both the 4th-order FPTree (size of each node is 128B) and the
1024th-order FPTree (size of each node is 32KB) to measure
small and large allocations, respectively. As shown in Fig. 12,
compared to PMDK, nvm malloc, NVAlloc-log and PMA, the
4th-order FPTree with HBalloc yields up to 74%, 52%, 30%
and 47% higher throughputs, while the 1024th-order FPTree
with HBalloc yields up to 50%, 64%, 62% and 63% higher
throughputs. The lookup operation in FPTree is not evaluated
because it does not involve memory allocations. Furthermore,
we implemented a persistent version of C++ STL with HBal-
loc, including the vector, list, stack, queue and priority queue.
The vector and stack are implemented as dynamic arrays,
while the list, queue and priority queue are implemented as
doubly linked lists. All of these data structures are guaranteed
to be crash-consistent with writeahead- logs. We integrated
different PM allocators into these data structures and evaluated
their performance with an update heavy workload (50% push
and 50% pop). Fig. 13 shows that compared to state-of-the-art

PM allocators, HBalloc delivers up to 1.03×, 2.82×, 1.05×,
3.24× and 1.32× higher throughputs in the vector, list, stack,
queue and priority queue, respectively. It is easy understanding
that linked list-based data structures, like list and queue, can
gain more improvements from HBalloc, since they need to
allocate memory more frequently. Each time they create a new
node, they need to allocate memory. On the other hand, the
performance of dynamic array-based data structures like vector
and stack is not heavily affected by the allocators since they
do not need to allocate memory frequently. They only need to
allocate memory when expanding the array.

E. DRAM-SSD Platform
To efficiently and quantitatively demonstrate that HBalloc

is independent of Intel Optane PM, we conduct experiments
on another persistent platform that consists of typical DRAM
and SSD devices. In this DRAM-SSD platform, the DRAM
contributes to high performance and SSD offers nonvolatility.
We create a huge file (128 GB) on the SSD to simulate other
forms of PM or NVM devices. The file is then memory-
mapped using the mmap() system call [9], [37] to serve
as the persistent heap. We run the same benchmarks as in
Section VI-B1, and the evaluation results are shown in Figs. 16
and 17. This emulation is reasonable since any PM or NVM
device can be regarded as a file in Linux system due to the
“everything is a file” concept [46]. The file abstraction hides
the underlying hardware details and makes the PM or NVM
platform transparent to users.

VII. DISCUSSION

HBalloc reduces PM writes and eliminates repeated logs
and cacheline flushes through batched persistence mechanism.
The main idea is to lazily and atomically update the heap
metadata [18], [20]. The batched persistence mechanism does
guarantee the crash consistency of the persistent heap by
enforcing the metadata jumping from one consistent state to
another. However, delaying the persistence of heap metadata
also creates the potential for rolling back multiple allocated
objects before they are activated, which introduces some
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Fig. 16. Throughputs of small allocations on the DRAM-SSD platform. (a) Threadtest. (b) Shbench. (c) Larson. (d) Prod-con.

Fig. 17. Throughputs of large allocations on the DRAM-SSD platform. (a) Threadtest. (b) Shbench. (c) Larson. (d) Prod-con.

complexity in writing a consistent program. We have realized
this problem and provided two approaches for users to address
it. One is enabling the users to activate objects via the
HBalloc_activate() and the other is simply setting the
batch size to 1. In fact, this problem is not unique to HBalloc,
and it is common in the PM-related designs [42]. For example,
the developers have to carefully flush back some cachelines
via the CLWB instruction and organize the persisting order
via the SFENCE.

The HBalloc proposes position-independent persistent
pointers to support object migrations, mainly for supporting
memory space defragmentation in our future works. In large
allocations, some contiguous free chunks need to be allocated,
but if the persistent heap is too fragmented to find enough
contiguous free memory space, the allocation would fail, even
if more than 80% of memory space in the persistent heap
is idle, which causes severe memory waste. However, the
PIPs only resolve the pointer-update issue caused by moving
persistent objects. A practical defragmentation system also
requires policies to trigger relocations, mechanisms for moving
fragmented regions/objects and supporting crash consistency.

HBalloc focuses on ADR mode rather than eADR. This
is because many real-world PM systems rely on explicit
cacheline flushes for correctness. While eADR simplifies
persistence by eliminating the need for CLWB instructions,
HBalloc’s design targets on the more general ADR case
to ensure broad applicability. The recovery model uses a
WAL to track metadata changes, enabling crash consistency
by rolling back incomplete transactions during recovery. The
HBalloc_activate() function provides explicit durabil-
ity control but is optional—without it, unactivated allocations
may roll back after crashes, while activated ones guarantee
persistence.

Recent whole-system persistence (WSP) proposals [54],
[55], [59] adopt a persistence model that transparently pre-
serves and restores application state across failures. On the
other hand, the allocator-level persistent-heap systems are
object-centric, exposing durable objects whose allocation,
reclamation, and lifetime are explicitly managed by applica-
tions. As a result, allocator-level persistent-heap approaches
remain necessary in application domains that organize data as

long-lived persistent objects, such as persistent indexes and
key-value stores [4], [10], [51], where efficient object alloca-
tion, space reuse, metadata management, and fragmentation
control are fundamental requirements independent of crash-
consistency mechanisms. HBalloc targets this persistent-heap
programming model.

VIII. RELATED WORK

DRAM Allocators: Dynamic memory allocator for DRAM
has been investigated for decades. Hoard [2] is an efficient
and highly scalable allocator that has been widely used in
various platforms. It avoids false sharing and achieves good
scalability for multithreaded programs simultaneously. Jemal-
loc [19] is an important allocator for FreeBSD to provide
scalable concurrent allocation for multiprocessor computer
systems. TCMalloc [21] is a commercial allocator devel-
oped by Google, which employs thread-local memory cache
to achieve high performance. There are some optimization
schemes [29] for TCMalloc as well. LRMalloc [30] is a
modern lock-free DRAM allocator that leverages atomic
instruction to achieve high-efficiency concurrence control.

Log-Based Persistent-Memory Allocators: Different from
DRAM allocators, PM allocators need to guarantee the crash
consistency of metadata, preventing metadata from corruption
when a system failure occurs. Write-ahead log is employed
in many PM allocators to achieve this goal, such as Poseidon
[17], nvm malloc [44], PAllocator [35], NVAlloc-log [15],
and PMA [49]. Log-based PM allocators roll back metadata
to the nearest consistent state after a crash.

Garbage-Collection-Based Persistent-Memory Allocators:
To reduce the overheads of writing logs and flushing metadata,
some modern PM allocators, such as Makalu [3], ralloc [4],
and NVAlloc-GC [15], employ offline GC to relax the online
constraints of heap metadata persistence. They typically gen-
erate some root objects at dedicated positions of the persistent
heap to trace all live user objects and traverse the persistent
heap from the persistent root objects during GC. Any object
that is unreachable from the root object will be reclaimed.
The GC-based PM allocators eliminate the overhead of write-
ahead log but introduce the overhead of GC, since they need
to traverse the whole persistent heap.
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IX. CONCLUSION

In this article, we present three challenges of PM alloca-
tors, including the size sensitivity that causes performance
degradation in large allocations, the high persistence tax
that comes from the overheads of repeated logging and
cacheline flushes, and the limitation of offset-based persis-
tent pointers. To address these problems simultaneously, we
propose a cost-efficient PM allocator, called HBalloc, by
leveraging nonblocking global allocations, batched persistence
mechanism, and position-independent persistent pointers. We
evaluate HBalloc with both microbenchmarks and real-world
applications. Extensive experimental results demonstrate that
HBalloc outperforms the state-of-the-art PM allocators in both
small and large allocations. Moreover, HBalloc is indepen-
dent of specific platforms and can be easily coalesced with
other frameworks. We have released the open-source codes of
HBalloc in GitHub for public use.
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